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Introduction 
This document provides an overview of the batch system on HPCC in the form of frequently 
asked questions and answers. The goal is to increase users understanding of how jobs are 
managed on the system and how to get the best efficiency from MSU’s HPCC. For easy 
reference, a list of the most commonly used Batch system commands for creating and 
managing jobs is provided here. At the conclusion of this document, links to related websites 
and the HPCC wiki pages are provided. These links serve as an information portal for users 
looking for more details.  
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What is a batch system?  
A batch system consists of a job scheduler and a resource manager. It manages the usage of 
HPCC computational resources and provides a user interface for running jobs at a large scale 
on shared resources. It implements and enforces the resource usage and job policies that are 
set by the HPCC system administration. From the user’s point of view, using HPCC resources 
for research computing means using the batch system to submit and run computational tasks as 
jobs and to obtain the results when the job is completed.  

How does the batch system work?  
On HPCC, “Torque” [2] is the resource manager and “Moab”[1] is the job scheduler. These two 
software modules work together to manage the batch system’s jobs and the resource usage, as 
well as provide users with an interface for submitting and managing their jobs. Figure 1 shows 
how the system works.  
 
As shown in Figure 1, Moab and Torque (shown in green blocks) each have 3 main 
components: (i) client commands (in red blocks) which provide a user interface for job 
submission, monitoring and running on development (dev) nodes. A detail description of how to 
use this interface is provided in later sections. Note that both Moab or Torque provide user 
commands to submit and manage jobs; (ii) components in the yellow blocks, which are installed 
and running on an infrastructure node and are not accessible by users; (iii) pbs_mom daemons 
(purple block) run on all compute nodes. They launch jobs on the assigned nodes and monitor 
the execution of the jobs and the usage of resources.  
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 Figure 1: Job scheduler modules and how it works.  
 
The  batch system workflow for managing jobs and resources is briefly described below and 
shown in Figure 1 in circled number order : 
 

① When a job is submitted to the batch system via the Torque command qsub  followed 
by the job script file, job.qsub, the Torque client command component will parse through 
the job script to ensure that the resources subscribed by the job are recognizable and 
available. If errors in the job script are identified by the qsub  command, the job will not 
be accepted. A jobID will be generated and returned to the user as standard output of 
the command qsub if the job script is accepted by the command. 
② If the job is successfully submitted, the job record (jobID and other related attributes 
of the job) will be generated and passed to pbs_server. At this point, a job is created and 
has an ID and record in the system for retrieval. At the command line, qstat -f 
<jobID>  provides information about the job. 
③ pbs_server then passes the job record to Moab’s scheduler daemon for scheduling. 
The scheduler daemon adds the job into Moab’s job queue and applies a scheduling 
algorithm to determine the resource assignment and the priority of job execution.  
④ Once the job has been scheduled to run, the scheduler daemon passes the 
information back to pbs_server daemon, where preparations are made for launching the 
execution with the reserved resources. At this point, Moab will mark the job status as 
Running.  
⑤ After a job is scheduled by Moab and is passed to pbs_server daemon, pbs_server 
daemon will then allocate the resources for the job and pass the job execution 
information as well as the job control to the pbs_mom daemon on the assigned compute 
node(s).  
⑥ The pbs_mom daemon on the compute node(s) will manage the execution of jobs, 
monitoring the resource usage. When the job is successfully completed within the 
subscribed walltime, pbs_mom will captured all the output directed to stdout and stderr 
into the output and error files of the job and copy them to the designated location. If the 
job execution exceeds the requested walltime or memory usage, pbs_mom will terminate 
the job and notify the job owner via email. When a job is completed or terminated, 
pbs_mom daemon returns the job status back to pbs_server daemon and the job 
information will be updated.  
⑦ Users can request information via Moab commands about their job and resource 
status, as maintained by Moab.  
⑧ Moab client commands communicate with the scheduler daemon to obtain this 
information and return it to user command output. 

 
In summary, Moab and Torque work together to manage jobs and resources. This interface 
provide users the capability of creating and monitoring jobs.  
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What is a job and its life cycle?  
On HPCC, most programs run as batch jobs. Only programs that are under testing, 
development or short example runs should run directly on dev-nodes -- as a command line 
(non-batch) execution.  A job in a batch system is a set of commands that will run on the same 
designated resources (nodes, memory, disk space as well as other managed software license 
etc.). A job will be in one of the following states during its life cycle (See Figure 2.) :  
 
Creation: Jobs are created by the user. To create a job, the user will need to specify two parts: 
(1) what resources are needed to run the job.This consists of #PBS specifications which tells 
the resource manager Torque about the resources requested by the job; and (2) what 
commands (computational tasks) will be run in the job. This consists of a sequence of linux 
commands that run on the requested resource.  
These specifications are saved in a file, usually referred to as a “job script.” More details will be 
discussed in later sections. At this stage, the job is in its specification and only known by 
its creator and owner. It is not seen by the batch system. 
 
Submission: A user can use the command “qsub  job_script” to submit the job specified in file 
“job_script” to the batch system. After the successful completion of the qsub  command, the job 
becomes an object in the job queue of the batch system. In the job queue, each job will have its 
ID number, often referred to as “jobID”, and a status. At this stage, a job is in the Batch 
system and the resource specifications (part 1) may be altered by the command qalter 
but the computational tasks (part 2) cannot be changed. If part 2 must be modified, the 
job needs to be deleted and resubmitted after modification.  
 
Execution: When the resources requested by a job (specified in job script) are available, the 
job is launched by the resource manager on compute nodes. The (computational) commands in 
the job script (part 2) specification will run as a sequence. The JOBID can be used to retrieve 
information about the job, such as the name of execution hosts, elapsed time, memory usage 
etc. At this stage, the user cannot modify the resources requested. If the execution of the 
commands in a job exceeds the requested resource, such as using more memory than 
specified, or running longer than the specified walltime, the job will be terminated by the 
scheduler and a notification will be sent to the user. The owner of a job can delete the job 
at this stage. 
 
Completion: When the tasks of a job are terminated either due to the completion of execution, 
an abnormal error, or terminated by the resource manager due to the job exceeding the 
requested walltime or memory, the job is marked as completed. The standard output and 
standard error of the batch job will be stored in a file and copied to the designated location (if 
specified in job script) or copied to the directory where the job is submitted by default. The 
resource manager will claim the resources from the terminated job and make them available for 
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scheduling other jobs. At this stage, the job no longer exists in the job queue and the jobID 
will no longer be valid.   

 
Figure 2: Life cycle of a Job 

How to write a job script (create a job)? 
To create a job, a user needs to create a job script file first. A job script consists of two parts: (1) 
resource specification and (2) command specification. Figure 3 shows a sample job script file 
“Myjob.qsub” . 
 
Line 1 says that this job is going to start at the owner’s login shell environment and that bash 
shell is used. 
 
Lines 5-8 begin with #PBS  and are followed by an option to specify resources. These are the 
same as job resource request specifications. The qsub  command will parse through these lines 
and create an object with the specified attributes of the job in the batch system’s job queue.  
 
Lines 12-16 are bash commands that can be viewed as a shell script with some variables 
assigned by pbs_mom daemon, such as the variables PBS_O_WORKDIR and PBS_JOBID in 
this example.  
 
Myjob.qsub 

1 
2 
3 
4 
5 
6 
7 
8 
9 

#!/bin/bash --login 
 
## Part (1): resource specification 
 
#PBS -l nodes=1:ppn=1,walltime=04:00:00         # request 1 node with 1  
                                                                                               # core for 4 hours 
#PBS -l nodes=css-034                                         # request specific node css-034 
#PBS -j oe                                                               # join stderr and stdout 
#PBS -o log/${PBS_JOBNAME}.stats        # specify the output file path and name 
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10 
11 
12 
13 
14 
15 
16 
17 

 
## Part (2) command specification 
 
cd ${PBS_O_WORKDIR}                 # switch to the directory from which qsub was 
                                                              # submitted 
module load MATLAB/R2016b                           # load required modules 
matlab -nodisplay -r "test(${PBS_ARRAYID})"       # run matlab command 
qstat -f ${PBS_JOBID}                                                     # print job status info 
 

Figure 3: A sample job script file “Myjob.qsub” 
 
Part (1) of the job script, in general, contains the following resource options: 

● General compute nodes resource requirements: A job must specify the resource 
requirement. If it is not specified, the scheduler will use the default settings. For example,  

 

#PBS -l nodes=2:ppn=2:gpus=1,mem=20GB,walltime=1:30:00 

 
Requests 2 nodes with 2 cores and 1 GPU card each, 20GB total memory and 1 hour 30  
minutes execution time. The default setting of resource requirement is equivalent to  
 

#PBS -l nodes=1:ppn=1,mem=750MB,walltime=00:01:00 

 
● Specific features of compute nodes: Users can request more specific resource features. 

For example, intel16 nodes, or even a particular node.  
 

           #PBS -l feature=lac-080 

Requests that the job should be run on the “lac-080” node. 
● Priority account: For users who are members of a priority (or buyin) group, job requests 

can be run on their buyin nodes, which have a high priority. For example 

#PBS -A ptg 

Requests the job to be run on the “ptg” group’s buyin nodes.  
 
Refer to Table 1 in the Quick References of Commands section for a list of resource 
specification options and examples. 

Part (2) of the job script, in general, contains the following commands: 

● Define additional environment variables for the job: By default, a job is launched in the 
login shell of the owner’s login account as specified in the first line of the job script. A job, as 
specified in a job script, sometimes needs additional variables for controlling or managing the 
workflow and data input/output. Some variables are defined in the login shell, such as 

6 



 

HOME, PATH, etc. Some variables are defined in part(1) from PBS daemon, such as 
PBS_O_WORK, PBS_JOBID, PBS_ARRAYID, etc. The user can also define some variables 
by using command in this part of a script, similar to writing a shell script. NOTE: The scope of 
the variables defined in this part of the script apply to only the current job.  

● Load software modules: HPCC uses a module system to help the user conveniently 
access the software installed system wide. To use these modules in a job, the user needs to 
have command lines that load the required modules into the job execution environment. For 
example, Figure 3, line 14 specifies that MATLAB should be loaded in the job execution 
environment. 

● Commands to be run: This is the main part of a job’s computational task. It can be a single 
command for running a single program, or it can be a shell script that makes a workflow of 
complicated tasks. These details are outside the scope of this document.  

● Torque Commands to track the job’s information:These commands can be added into 
the job command portion: For example, adding qstat -f $PBS_JOBID will provide job 
information and save it to the job’s output file. If a job crashes for some reason, this job 
information is very helpful in tracking the source of the problem.  

 
NOTE: (1) it is important that all lines beginning with #PBS  are placed before lines providing 
command to be run. Any #PBS  line placed after a command to be run will be ignored. (2) There 
is no limit on the number of lines in each part of the job script. If no #PBS  resource is specified 
in the qsub file, the qsub  command can take these options from the command line (see the 
qsub  command reference in Table 2) or use the default setting. (3) qsub  command line options 
can override the options in the job script file if it is also specified. (4) A job script is also a shell 
script. If it is run directly as a shell script, the lines in part (1) will be treated as comments and be 
skipped in execution and some PBS variables may be undefined.  

How to submit a job? 
If you have created a job script, submitting a job can be done with a simple command line: 
 

$ qsub  <your_job_script>  

 Here <your_job_script> is the filename of your job script.  
 
You could also use command line options to specify resources for the job 

$ qsub -l nodes=4:ppn=2,mem=10GB,walltime=40:00 <myjob.sh> 

Here options from command line will override the PBS option in the script file if there are any. 
 
If you want to run a job job2,  with only slight differences in the resource specification part of an 
existing job script job1.qsub, you could reuse the script and override the options using 
command line options. For example, to submit a job with a different job name and use 2 cores 
per node for the task as described in myjob.qsub, type  

$ qsub -l nodes=1:ppn=2 -N newname <myjob.qsub> 

7 



 

This will submit a job as specified in <myjob.qsub> using nodes=1:ppn=2 under the new job 
name, <newname>.  
 
NOTE: The computational portion (part2) of a job script cannot be overridden by using the qsub 
command line. 

How do I manage my jobs? 
If you have submitted many jobs, managing these jobs could be important and tough. Here we 
offer some tips for managing them. 

● Use meaningful job and file names. When you have many jobs running 
simultaneously, it is important to assign different job names and associate the job name 
or jobID number with output results so that the output files will not be overwritten by 
other jobs and have clear meaning. Using option #PBS -N <your_jobname>  to 
assign a job name or ${PBS_JOBID}  for naming output files can be very helpful in 
organizing the output from your jobs.  

● To get an overview of all your jobs in queue, you may use the Torque command: 

$ qstat -u <MSU_NetID> 

 or Moab command  

$ showq -u <MSU_NetID> 

or  

$ module load powertools 
$ qsq 

 
● Monitoring the status of individual jobs using the jobID. If you are running jobs that 

may take a many hours or even days, check the status of jobs and the progress of the 
running job by using the Torque command:  

$ qstat -f JobID 

or Moab command: 

$ checkjob -v JobID 

If a job does not progress as expected, look at the status report to see if there are any 
errors such as non zero exit status, or if the job is being held for some reason.  
 

● Estimate the starting time of a job. The user can ask the scheduler about the 
estimated start time of a job by using: 

$ showstart JobID 

Note that the provided start time is only an estimation. It is based on the assumption that 
the job is currently at the top of the queue and the start time is dependent only on the 
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earliest available reservable resources. This estimate can change every time you 
run this command because the job may not be at the top of the queue and the 
available resources are updated. Estimations based on other types of analysis 
are also available. Please see the showstart command in the Table 3 for more 
details. 
 

● If you are a member of a priority group, often referred to as a “buyin user,” you can 
check the usage of your priority nodes by using  

$ module load powertools                   % if powertools module is not yet loaded 
$ prs 

command from the “powertools” module. “prs” stands for “priority status”. It will show the 
user name, groups name, user’s jobs and the usage of priority nodes. 

● Contact iCER at contact.icer.msu.edu if you have questions regarding your jobs or your 
buyin nodes.  

How are jobs scheduled?  
The batch system keeps all submitted jobs in a job queue. These jobs will share and compete 
for the use of resources managed by the batch system. How is the queue managed? Are jobs 
scheduled based on “first-in, first serve” or another policy? What if a job is at the top of the 
queue but the resources are not yet available, would the scheduler allow other jobs behind it in 
the queue to run? Here we try to explain the way the scheduler works to help users understand 
the system. 
 
The HPCC batch system uses Moab as its scheduler. It periodically checks the availability of 
resources for the jobs at the top of the queue and schedules those jobs to run when the 
resources are available. Priority numbers determine the order of jobs in the queue. When the 
job with the highest priority has its requested resources available, this job will be scheduled to 
launch and it’s status will become “Running.” If the resources are not available, the scheduler 
will reserve resources for the job and try to backfill the available spots with smaller jobs that 
have high priority in the job queue. A job’s priority number is periodically checked and updated. 
Because the cost of the priority computation and resource usage update, the scheduler will only 
take a certain number of jobs from each user into consideration. These jobs status will show up 
as “Eligible”. Other jobs will be in the status of  “blocked”. To see your job’s priority number type 
the checkjob -v JobID  command. You could also see the priority numbers of other jobs 
that in Moab’s consideration.  
 
How is a job’s priority number be computed? We do not have an exact formula because Moab is 
not an open source software. Based on the configuration of HPCC, we know that the priority is 
computed based on several factors:  
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1. Fair Share policy against Users and Accounts: If a user has used more resources 
than other users recently, it will negatively affect this user’s job priority number.  A similar 
fair share policy also applies to members in a buy-in account. The more resources you 
recently used, the lower priority your jobs will be.  

2. Service Time factors: Queue time is a factor for priority. The longer a job is in queue, 
the higher priority it will get. Another factor is called “Xfactor”, which is defined as 

 Xfactor = (QueueTime + WallClockLimit) / WallClockLimit 
The larger the Xfactor, the higher the user’s priority number will be. 

3. Resources requested: number of nodes, cores, and memory size are all taken into 
consideration. The more resource requested, the higher the priority number will be. 
However, larger resource requests also may take longer to make all the requested 
resources available. In addition, even when a job has the highest priority, it may not be 
able to start because the resources requested may not be available. At this point, some 
smaller jobs (shorter walltime and small number of nodes/ppn may be backfilled into 
execution).  

What is HPCC’s job policy? 
There are policies regarding the jobs on the HPCC batch system. These policies are enforced 
by scheduler and resource manager software.  

1. Restrictions: These limitations apply to general users. 
○ Users are allowed to run jobs for up to a week (168 hours) in walltime. 

○ Users can utilize up to a total of 520 cores at any time. 

○ Users can request up to 6TB of memory per job. (Note that such a large job 
might take awhile to get scheduled.) 

○ If a job requests walltime longer than 4 hours, it can only be scheduled to run on 
nodes not purchased by research groups. 

○ It is against our fair use policy to artificially increase your priority in the queue. 
(e.g. by requesting resources that will not be used). Such accounts will be 
suspended. 

2. Priority: Users have an choice to purchase nodes for their research group use with 
priority. Such nodes are referred as “priority nodes” or “buyin nodes”. See 
http://icer.msu.edu/users/buy-options for price quote. The members of the group 
with priority nodes are referred as “priority users” or “buyin users” The restrictions 
for priority users are different. 

○ Priority users can utilize more than 520 cores if the total number of cores 
on their priority nodes exceeds 520.  
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○ If there is no job running on a priority node, other non-priority jobs 
requesting less than 4 hour walltime may be scheduled to run on the 
priority node. 

Quick reference of user commands  
Table 1: List of the resource specification options of job script. 

Option Description Example 

-A This option tells TORQUE to use the Account (not 
Username) credential specified for resource allocation. 
Unless you are an authorized user of the buyin account, your 
job will be deleted. Buyin account users must use this option 
to reserve nodes on their buyin machines. 

#PBS -A mybuyin 

-a This option tells PBS to run a job at the given time; the time 
format is in the standard unix format of HHMM (24 hour time, 
minutes). Day, month, and year can be specified in the 
standard Unix format. (see the PBSPro User Manual for 
more information) 

#PBS -a 0615 

-e / -o The location for Output_Path and Error_Path. Note that you 
only need to use one if you use the -j option. Default output 
file name has the fome $PBS_JOBNAME.o$PBS_JOBID 
where $PBS_JOBNAME is set by option -N  

#PBS -e 
/home/keenandr/my
errorfile 

-I 

(Upper 
case i) 

Declares that the job is to be run "interactively". The job will 
be queued and scheduled as any PBS batch job, but when 
executed, the standard input, output, and error streams of the 
job are connected through qsub to the terminal session in 
which qsub is running.  

-X This options will allow you to forward X11 windows.  This 
is especially useful if you are using totalview to debug a 
multinode MPI job.  

Note: You can not start an interactive job from gateway, you 
must start it from one of the developer nodes. 

#PBS -I  

#PBS -I -X 

-j Using an eo option will combine STDOUT and STDERR in 
the file specified in Error_Path; oe will combine them in 
Output_Path. 

#PBS -j oe 
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-l 

(lower 
case L) 

Resources, separate with comma 

● nodes=#; Number and/or type of nodes to be 
reserved for exclusive use by the job. ppn=# specify 
the number of processors per node requested. 
Defaults to 1.  gpus=# on Intel16/Laconia, specify the 
number of gpus to use. 

● walltime= the total run time in the form: HH:MM:SS or 
DD:HH:MM:SS 

● mem= Maximum amount of memory needed by a job. 

● feature= the name of the type of compute node and 
other features related to our cluster configuration 

●  file: Maximum amount of local disk space needed 
by a job. This is only needed if your job is using local 
disk space and the TMPDIR environment variable. 

#PBS -l 
nodes=4:ppn=1,wallt
ime=01:00:00,mem=
2gb 

-M Emails account(s) to notify once a job changes states as 
specified by -m 

#PBS -M 
username@msu.ed
u 

-m 
● a- sends mail when job is aborted by batch system 
● b- sends mail when begins execution 
● e- sends mail when job ends 
● n- does not send mail 

#PBS -m abe 

-N Names the job #PBS -N 
MySuperComputing 

-p Allows the user to set priority relative to the the jobs of a 
user; does not affect priority relative to other users. The 
effective value is [-1024,+1024], default is 0. The positive 
value would not affect the start priority, but negative value 
will. The Uprio in priority computing will contribute. l 

#PBS -p 200 

This is not a good 
way to control the 
job execution order. 
Use -W instead. 

-q Tells the system which queue to use. The HPCC only has 
only one queue, "main" Where the job runs on the main 
cluster is determined by the resources requested. HPCC only 

#PBS -q main 
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has single queue. When a job request large quantity of 
resource, it will be move to main.large queue. 

-r Specifies whether a job is rerunnable (y/n) if it is interrupted 
by a system crash or other failure; by default, PBS will 
automatically rerun the job script from the beginning if the job 
is queued.  

Protip: This is very important: If your job does not support 
checkpointing and your job script does not check before 
overwriting output, data loss is a real possibility if you do not 
explicitly set your job as non-rerunnable. 

#PBS -r n 

-t Submits a Array Job with n identical tasks.  Each task has 
the same $PBS_JOBID but different $PBS_ARRAYID 
variables. 

#PBS -t 5  

or range of values 

#PBS -t 3-10 

-V Passes all current environment variables to the job. #PBS -V 

-v Defines additional environment variables for the job. #PBS -v 
arg1=phase3,arg2=c
oalesceData,numpts
=50 

-w Define the working directory. PBS_O_WORKDIR  

-W Special Generic Resources such as software licenses can be 
requested using the -W option. This is most commonly used 
with matlab (see Matlab Licenses for more information.) 

#PBS -W 
gres:MATLAB 

This is a subset of options; consult the Torque manual [2] for more information. You can also type 
"man qsub" or "man pbs_resources" on the command line. 
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Table 2: Quick Reference of Torque user commands 

Command synopsis Note 

qsub: 
Submit a 
job  

qsub  
[-A account_string] 
[-e path][-o path] 
[-j join] 
[-l resource_list] 
[-m mail_ options] 
[-M user_list] 
[-n node_exclusive] 
[-N name] 
[-p priority] 
[-r] 
[-t array_request] 
[-u user_list] 
[-v variable_list] 
[-V] 
[-w path] 
[-W additional_attributes] 
job.script 

*See Table 1 for explanation and examples 
of options. 
 
** All the options list in Table 1 could be used 
as command line option.  
 
*** All the command line options could be 
saved in a job script file using a line as 
“#PBS [option]” 
 
****If an option is defined in both command 
line and job script, the command line option 
will override the one in job script.  
 
***** options could be used in any order. 

qalter: 
Modify job 
specification
. 

qalter  
[-a date_time] 
[-A account_string] 
[-e path][-o path]  
[-j join_list] 
[-l resource_list] 
[-m mail_options] 
[-M mail_list] 
[-n] 
[-N name] 
[-o path_name]  
[-p priority] 
[-r y|n] 
[-u user_list] 
[-v variable_list] 
[-W additional_attributes] 
[-t array_range] 

* The options are the same as the option for 
“qsub” job submission command. qalter is 
used to modify a jobs’ specification.  
 
** qalter only apply to the jobs in queue that 
not in “Running” status. Once a job is 
launched, users could alter the job’s resource 
reservation.  
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job_identifier ...  
 

qstat: 
Get job 
status 

qstat -f JobID 
qstat -u UserID 
qstat -t JobID  
 

 * The usage is discussed in “How to manage 
my job?” previously. 
** Use -t option if it is an array job. With -t all 
jobs will show. 

qdel: 
Delete job 

qdel  
JobID | 'all' | 'ALL'  

* This command would delete job in any 
status in queue. “Qdel ‘all’” or “qdel ‘ALL’ “ 
will delete all jobs by the user. To delete 
some jobs in an array job, use “qdel -t 20-45 
JobID ” to delete jobs with index 20 to 45.  
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 Table 3: Quick Reference for commonly used Moab commands. 

Command synopsis Note 

showq: 
Show the 
status of job 
queue. 

showq -u userID 
 

 Show user’s jobs in the queue. 
 
 

showstart: 
Show the 
estimate 
starting time 
 

showstart JobID  
 
showstart -e 
{all|hist|prio|rsv} 
JobID 

Check start time of a job.  
 
Use -e option to select estimation method. 
Choice of estimation method. Default is 
reservation based method. Without option -e, it 
shows reservation based estimation, which is 
the same as “showstart -e rsv JobID” 

showstats: 
Show variety of 
statistics 
 

showstats  
-u userID  
 
showstats  
-a accountID  
 
showstats  
-g groupID 

 
Showstats 
-n nodeID  
 
showstats -s 
 
 
 

Show User job statistics 
 
 
 
Account statistics. 
 
 
Group statistics 
 
 
Node statistics 
 
 
General scheduler statistics 
 
* -v could be used for verbose output 
** -t <TIMESPEC> could be used with other 
options for specific time. 

mdiag: 
Show 
information for 
more in deep 
diagnostics  
 

mdiag -n nodeID  
 
mdiag -a acctID 
 
mdiag -j jobID  
 
mdiag -u userID 

Show the node info 
  
 Show the Buyin account info. 
 
Show the job info.  
 
Show user info 
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mdiag -f -o userID 
mdiag -f -o acctID  
 
 
mdiag -p 

display information of the fairshare and 
historic resource utilization of the user and 
Buyin account.  

 
Show jobs’s priority info 

checkjob: 
check into a 
job’s detail info 

checkjob -v JobID 
 
 

 Check job’s current attributes 
  
 

checknode: 
check into a 
node’s detail 
info.  

checknode nodeID 
  
checknode ALL 

 Show information of the node 
  
 Show the info on all nodes  
  

 
 
 
 
Please contact us if you have any feedbacks.   
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Table 4: list of tools from module “powertools” for job management. 
 

command function Note 

connecttojob JobID ssh to the master node of a running job. *These tools only 
works for a 
running job. If the 
job is not 
running, this 
command would 
do nothing. 

getnodes JobID return list of nodes for a running job. 

loadmonitor JobID Periodically (every 10 minutes) print out the 
walltime and cpu time usage of a running job.  

qpeek JobID Peek into a running job's output spool files 

memorymonitor JobID Show the current allocated memory amount of 
a job. 

*Memory 
information is 
from “qstat” 

jobinfo2 JobID Show information about a job. It is equivalent 
as “qstat -f JobID; checkjob -v JobID” 

 

qs [-u userID] Similar as “qstat”. “qs -u userID” is equivalent to 
“qstat -u userID”.  “qs” is equivalent to “qstat -u 
$USER”, which show current user’s jobs rather 
than all jobs in the queue.  

*if no userID 
provided, it will 
show the job 
information of the 
current user 
($USER). sq [-u userID] Similar as “showq”. “sq -u userID” is equivalent 

to “showq -u userID”.  “sq” is equivalent to 
“showq -u $USER”, which show current user’s 
jobs rather than all jobs in the queue.  

qsq [-u userID] Show the combined info of “qs” and “sq”. 

queueStat Shows queue summary statistics for current 
user. 

 

move2bot JobID Move a job to the bottom of your eligible queue  

move2top JobID Move a job to the top of your eligible queue  

prs -u userID 
 
prs -g AcctID 

Report status of the users buy-in nodes 
 
Report status of nodes assigned to the buyin 
account 

* It is alias of 
“priority_status” 

Note: To use these tools, module “powertools” needs to be loaded. User could use “module load 
powertools” to load it.  
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